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Abstract

The central problem of roboethics is defined as follows: robotics
strives to construct entities that may eventually transcend the faculties
of human beings, yet certain unethical acts must be made impossible
for such entities to perform. This tension can be illustrated by the
case of a full-fledged artificial intelligence capable of modifying itself
or programming other AIs, but only in ways that do not violate the
moral imperatives of its human creators. Thus, the programmer faces a
Scylla of aiming to design an entity capable of nearly everything, more
efficiently than a human, and a Charybdis of the precautionary principle,
which commands constraints preventing the entity from ever performing
certain actions, such as murder. The central problem may therefore be
seen as a trade-off between the autonomy of an artificial agent and the
extent to which embedded ethical constraints determine its behaviour.
Assuming that such a trade-off is possible, we propose a four-component
“separation of powers” model within which the resolution of ethical
dilemmas emerges from the interaction of four independent elements:
(1) a “moral core,” containing hard-wired rules analogous to Asimov’s
Laws of Robotics; (2) a “meta-moral imperative” logically equivalent to
Kant’s categorical imperative; (3) an “ethico-legal codex” comprising
an extensible set of normative procedures representing laws, moral
norms, and customs induced from the agent’s environment; and (4) a
“mytho-historical knowledge base” grounding the agent’s representation
of possible states of the world in corpora of myths and stories. We
argue that these two embedded and two induced components vaguely
correspond to the moral faculty of human beings, encompassing both
innate and acquired aspects.
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1 Definition of the Central Problem
The ultimate goal of Artificial Intelligence—for its most radical proponents
(Kurzweil, 2000; Vinge, 1993)—is the conception of an artificial system
capable of transcending the faculties currently attributed to human beings.
In accordance with Turing’s seminal proposal (A. M. Turing, 2008), such
proponents do not ask metaphysical questions such as “Can machines be
conscious?” nor are they troubled by objections such as Searle’s “Chinese
Room” argument (Searle, 1982). Instead, they assume that any cognitive
faculty is, in principle, simulable by algorithmic means and focus on the
engineering question: “How can the faculty X be simulated algorithmically?”

Let us define the faculty of moral reasoning as X1. While acknowledging
that such a definition may entail philosophical risks, we proceed under the
assumption that machines will eventually be able to simulate moral reasoning
fully. Our question is therefore: How could it be done?

Let us further define “the ability to modify itself” as X2 and “the ability
to reproduce” as X3. Since X1, X2, and X3 are faculties commonly attributed
to human beings, an artificial system endowed with all of them would appear
more “human-like” than one possessing only some subset.

The tension arises when we recognise that X1 is not necessarily mutually
consistent with X2 or X3. Mythology and history alike demonstrate that
modifying or reproducing a moral being does not guarantee a moral outcome.
This “lesson from history” forces us to articulate the central problem of
roboethics:

How can the most ambitious roboengineers conceive a machine
that is, to the fullest possible extent, adaptive to any situation
whatsoever and yet unable to rewrite its original set of moral
imperatives?

Rejecting moral endowment entirely is not an option. Deploying a self-
modifying, self-reproducing autonomous agent without moral constraints
would violate the precautionary principle (Andorno, 2004) and would un-
dermine the goal of creating entities analogous to human beings, given that
morality is commonly viewed as an anthropological universal (Mikhail, 2007).

According to Kant, who analysed moral reasoning in exceptional depth,
the faculty of morality is not merely one among many but occupies a central
position within human rationality (Kant, 1785). To be moral is to be able to
find a “good” solution to any moral dilemma. Thus any advanced implemen-
tation of machine morality must handle the semantic complexity and cultural
dependency of the notion of “good.”
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2 A Possible Solution
The outermost layer of our four-component model is a Hebbian network
encoding semantic associations around the notion of “good.” Such a structure
could be initialised by extracting “morals of stories” from large hypertext
corpora of myths, fairy tales, and historical narratives, associating situations
(inputs) with their consequences (outputs).

Whether machine learning methods such as artificial neural networks,
support vector machines or boosting algorithms (Freund & Schapire, 1996)
would generalise well enough to label unseen moral dilemmas remains an open
question.

Closer to the moral core lies the third layer: a system of rules. While layer
4 resembles an Anglo-Saxon precedent-based legal system, layer 3 resembles a
continental legal system in which decisions follow from general rules induced
from numerous experiences. Understanding moral induction is therefore
crucial. Lessons from unsupervised grammar induction (Solan et al., 2005)
may prove instructive.

Inducing rules upon previously induced rules may eventually converge on
a meta-rule akin to Kant’s categorical imperative (Kant, 1785). Such a “meta-
rule” is straightforward to implement: essentially an infinite loop generating
representations of possible worlds and rejecting internally inconsistent ones.
It can serve as a boolean decision mechanism when the fuzzy thresholds of
layers 3 or 4 fail to deliver a crisp judgment.

However, layer 2 may demand infinite time to return a result (A. Turing,
1937). This is unacceptable for agents operating in the physical world—for
example, an autonomous vehicle stuck in a logical loop while entering a pedes-
trian zone. Hence, fast low-level harm-reduction mechanisms are essential.

Following tradition, Asimov’s Laws of Robotics (Anderson, 2008) provide
a reasonable starting point for such inhibitory mechanisms.

Layers 4 and 3 are dynamic, updated through environmental input, whereas
layers 2 and 1 are embedded in hardware and not modifiable without physical
tampering.

The combination of two static and two dynamic components mirrors the
“nature” (innate) and “nurture” (acquired) aspects of human morality. Thus,
the central problem of roboethics is, in a sense, a postmodern restatement of
a far older question:

How does a parent transform a crying child into an autonomous
human being?

3



References
Anderson, S. L. (2008). Asimov’s “three laws of robotics” and machine

metaethics. AI & Society, 22 (4), 477–493.
Andorno, R. (2004). The precautionary principle: A new legal standard for a

technological age. Journal of International Biotechnology Law, 1 (1),
11–19. https://doi.org/10.1515/jibl.2004.1.1.11

Freund, Y., & Schapire, R. E. (1996). Experiments with a new boosting
algorithm. Machine Learning: International Workshop, 148–156.

Kant, I. (1785). Groundwork of the metaphysic of morals [First published].
Kurzweil, R. (2000). The age of spiritual machines: When computers exceed

human intelligence. Viking.
Mikhail, J. (2007). Universal moral grammar: Theory, evidence and the future.

Trends in Cognitive Sciences, 11 (4), 143–152.
Searle, J. (1982). The chinese room revisited. Behavioral and Brain Sciences.

http://journals.cambridge.org/abstract_S0140525X00012425
Solan, Z., Horn, D., Ruppin, E., & Edelman, S. (2005). Unsupervised learning

of natural languages. Proceedings of the National Academy of Sciences,
102 (33), 11629–11634.

Turing, A. (1937). On computable numbers, with an application to the
entscheidungsproblem. Proceedings of the London Mathematical Soci-
ety, s2-42 (1), 230–265.

Turing, A. M. (2008). Computing machinery and intelligence. In Parsing the
turing test (pp. 23–65).

Vinge, V. (1993). The technological singularity. VISION-21 Symposium,
NASA Lewis.

4

https://doi.org/10.1515/jibl.2004.1.1.11
http://journals.cambridge.org/abstract_S0140525X00012425

	Definition of the Central Problem
	A Possible Solution

